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It is an honor and pleasure to have this opportunity to speak to you today. Let me begin by thanking President Cheng Chia-Ling for inviting me to visit Shih Hsin University. I would also like to thank Mr. Yeh, whose generosity has made my visit possible, as well as my old friend Chen Don-Yun, professor Yu Chilik and my new friends at Shih Hsin for making my stay enjoyable.

Governments have a variety of policy instruments available for promoting social values. The most common of these are rules, such as mandates and prohibitions, that directly specify actions that individuals and organization must or cannot undertake, and incentives, such as taxes, subsidies and grants, that financially encourage or discourage actions by individuals and organizations. Today I want to share with you some thoughts on the use of information as a policy instrument. In particular, I will focus on what my colleague William Gormley and I call “organizational report cards,” which provide information to help clients and political overseers assess the performance of organizations that provide social services and to help consumers and regulators assess the quality of services provided by commercial firms. 

As is the case with all policy instruments, organizational report cards are appropriate in some situations and inappropriate in others. Whether or not an organizational report card is desirable in any particular situation depends not only on the nature of the situation, but also on the way it is designed and implemented. Time does not permit me to explore design issues with you in great detail today, but I hope to at least alert you to the most important considerations in designing viable and desirable organizational report cards.

1.
Today I am going to be speaking about information as a policy solution. Nevertheless, it is worthwhile, I think, to remind ourselves that information often constitutes a policy problem. One reason is that information often has the characteristics of a public good. Most importantly, the same information can often be consumed by many people. My lecture today is an example – it could be broadcast to others outside the room without detracting from any value, if any, it provides to those who have been kind enough to attend. When it is possible to exclude those who want the information from obtaining it, through either physical restriction, such as access codes, or legal restriction, such as copyright, then the marketplace will provide it, though perhaps not distribute it at a socially optimal level. When it is impossible to exclude those who might benefit from the information from gaining access to it, then the marketplace may not provide the information at all. I will return to the public good nature of information later in the context of the possible public and private roles in the provision of organizational report cards.

A second way that information can be a public policy problem is when parties to transactions have different amounts of relevant information. This so called “information asymmetry” may result in individuals suffering losses that they could have avoided if they had been fully informed. For example, parents have less information to assess the quality of instruction in schools than do the schools themselves. Some parents might choose alternative schools if they were fully informed about the quality of instruction. It is the problem of information asymmetry that largely motivates organizational report cards.

2
Governments respond to information asymmetry with many different policy instruments. Governments sometimes provide information directly to the public. For example, U.S. state governments often issue warnings about the consumption of game fish that may contain mercury and other contaminants. Sometimes these take the form of public information campaigns, such as warning people about the hazards of drinking and driving. Yet many other approaches are possible: setting standards to eliminate the lowest quality goods or service from the market;

requiring labeling that enables consumers to assess the quality of goods more easily; establishing liability rules that allow those who suffer from poor quality products to seek redress in the courts; and imposing reporting requirements that force organizations to collect and reveal certain types of information. 

3.
Comparisons of the quality of services provided by organizations have become increasingly common in the U.S. These comparisons are made by both governments and private organizations. For example, with respect to education, not only do most state governments now annually publish comparisons of test scores and other measures of performance for school districts, but taxpayers organizations and local newspapers provide comparisons as well. National publications, such as U.S. News & World Report, provide rankings of colleges. Both U.S. News & World Report and the National Research Council publish rankings of graduate and professional programs. 

With respect to health care, several states rate hospitals and particular hospital services in terms of mortality rates. The private National Committee for Quality Assurance has developed measures for assessing the performance of health maintenance organizations, which these organizations use under pressure from large firms that purchase their services for their employees. 

While such comparisons are most common in the areas of education and health, they can be found in many other areas: the Federal Aviation Administration compares on-time arrival rates for U.S. airlines; private organizations use data from the Environmental Protection Agency’s Toxic Release Inventory to assess pollution reductions by major firms; and state insurance commissions and private organizations like A.M. Best rate the solvency of insurance companies. 

4.
We thus observe many examples of efforts to rate and rank organizations. What should we make of these efforts? How should they be assessed? William Gormley and I recently completed a study that reviews these efforts, which we call “organizational report cards.”  My remarks today are drawn from the book we published last year to report on our research. 

5.
Before going any further, it will be helpful to define an organizational report card to distinguish it from other approaches to assessing and improving organizational performance:

An organizational report card is “a regular effort by an organization to collect data on two or more other organizations, transform the data into information relevant to assessing performance, and transmit the information to some audience external to the organizations themselves.”

Note that our definition excludes many sorts of performance assessments familiar to scholars and practitioners of public administration. For example, program evaluations typically focus on a single organization and are rarely done on a regular basis. The Government Performance and Results Act of 1993 requires U.S. federal agencies to set and measure progress toward performance goals, but these activities are done by the agencies themselves and do not make explicit comparisons with other organizations. Requirements that organizations disclose certain information falls short of being an organizational report card unless some other organization converts the information to comparative assessments of performance.

6.
For illustrative purposes today, I wish to introduce you to a particular report card that I think is exemplary – the New York State Coronary Artery Bypass Graft Surgery Report. In 1989 New York State began collecting clinical data, such as blood flow to the heart, the health of arteries, and co-morbidities, for all candidates for coronary artery bypass graft surgery. The data for these patients allows the state to estimate statistically mortality risks for patients with particular clinical characteristics. Thus, for any set of patients, the state can predict how many mortalities should have occurred, which in turn can be compared to the number that actually occurred. In this way, the state can derive a risk-adjusted mortality rate for the set of patients.

Since 1990, the state has issued an annual report of the risk-adjusted mortality rates for each of the 33 hospitals in which coronary artery bypass graft surgery is performed. The state also calculates risk-adjusted mortality rates for surgeons, but did not originally make them public. A lawsuit by a newspaper, however, has since forced the state to report on individual physicians who have performed more than 200 surgeries in the previous three years. Consequently, anyone contemplating this surgery can now find out the risk-adjusted mortality rate for both hospitals and surgeons. 

7.
Let us step back a moment and ask how organizational report cards can contribute to greater organizational accountability. By providing information to citizens, politicians, and public managers, organizational report cards can increase top-down accountability. In the case of public organizations, this top down accountability operates though publicly provided budgets, grants, and oversight. For example, public schools that show poorly in comparative rankings may be subjected to more careful scrutiny by school boards than schools with better showings. In the case of private organizations, top-down accountability occurs mainly through regulation. For example, state insurance commissions may look more closely at insurance companies that register unusually high rates of customer complaints.

Organizational report cards have even greater potential for increasing bottom-up accountability that operates through those who consume or purchase the organizations’s services. Consider, for example, health maintenance organizations, which provide medical care to subscribers. Individuals choosing among health maintenance organizations may care not only about the types of services offered but also about how satisfied existing members are with quality of the services they receive. Employers selecting health maintenance organizations for inclusion in employee benefit plans may also care about the quality of services offered. Similarly, government programs that subsidize health care may also base their inclusion decisions on quality considerations. 

8.
Organizational report cards are thus potentially desirable as ways of making service providers more accountable. In order to determine whether any particular organizational report card is actually desirable, however, we need to specify the values we wish it to achieve. Six values provide a sound basis, I think, for assessing organizational report cards:

First, the report card should have validity. Specifically, it should measure performance in achieving desired outcomes. In most cases, the appropriate measure is not the level of outcome attained by the organization’s clients, but rather the contribution of the organization to that level. 

Second, report cards should be comprehensive in the sense of measuring all the important dimensions of performance. Failing to cover the important dimensions can result in inappropriate signals to overseers and clients.

Third, report cards should be comprehensible. The intended audiences should be able to understand the information provided by report cards. As the public is generally one of these audiences, technical aspects of report cards should not be presented so as to exceed common levels of knowledge or likely levels of interest.

Fourth, report cards should be relevant to decisions. The information in report cards should be sufficiently current to be potentially useful in helping clients make choices and overseers make meaningful comparisons.

Fifth, report cards should be reasonable. Their design and implementation should seek to minimize compliance costs. 

Sixth, report cards should be functional in the sense of inducing appropriate organizational behavior. The more salient report cards are to overseers and clients, the more likely organizations are to take actions to improve their measured performance. 

These values are often intertwined. For example, consider the connection between comprehensiveness and functionality. There is an old story about Soviet central planners who announced that they would reward nail manufacturers by the number of nails they produced – soon all one could find were very small nails (that used very little material). Rewarding nail production by weight produced an abundance of railroad spikes! 

9.
The valid measurement of performance begins with the identification of relevant outcomes. Organizational performance then can be assessed in terms of how well available inputs produce desired outcomes.

Unfortunately, outcomes are usually difficult to measure. In evaluating schools, for example, we would ideally want to know how well students are prepared to participate effectively in economic and political life. Measuring this outcome directly, however, is an extremely difficult research question in its own right, and almost certainly beyond the scope of any report card. Consequently, test scores, an output that is plausibly linked to the desirable educational outcomes, is commonly measured instead. Sometimes data on outputs are not available. In such cases, one might turn to process measures, such as courses taken by students. When the only data available are on inputs, such as teacher/student ratios, then the effort to measure performance may have to be abandoned altogether unless one is willing to assume that all the relevant organizations are equally effective in using the available inputs.

10.
A diagram will help make clear some of the issues involved in measuring organizational performance. It shows the progression from inputs, to processes, to outputs, and finally to outcomes. As previously discussed, however, the measurement of outcomes is often not feasible. Consequently, actually measured outcomes may be based on outputs or processes.

For many types of organizations, an important input is the mix of clients who receive its services. If we wish to assess the relative performance of elementary and secondary schools, for instance, it is important to recognize that some students are easier to teach than others. Students who benefit from a home environment where education is emphasized are likely to do better than students who do not so benefit even when they are in the same school. Assessing performance without taking account of differences in this important “input” may lead to ratings or rankings that reflect differences in student bodies rather than the effectiveness of schools.

The function of “risk adjustment,” a term borrowed from the medical sphere, is to control for differences in case mix. For example, South Carolina ranks its schools by comparing observed test scores for schools with scores statistically predicted on the basis of student body characteristics. Tennessee uses an even more sophisticated procedure that estimates gains in five subject areas over five years for individual students. Report cards on school districts, schools, and even teachers are based on these student gains.

Is risk adjustment always appropriate? When the inputs, including case mix, available to an organization are themselves a reflection of organizational success and clients are free to choose among organizations, then risk adjustment may not be appropriate. For example, a distinguishing feature of the Harvard Business School is its exclusivity. Students who graduate from it certainly receive a prestigious credential and an opportunity to develop contacts with other future business leaders, attributes reflected in starting salaries, a commonly used outcome measure for business schools. Even if its curriculum provides less value-added to its students than less prestigious business schools, its selectivity in admissions means that its graduates will nevertheless be highly qualified. A ranking of business schools that puts high prestige programs like Harvard’s near the top is probably meaningful to prospective students and employers. This contrasts with public elementary and secondary schools where we want performance to reflect schools’ contributions to improvements in student achievement rather than the achievement levels students happen to bring with them to the schools. 

11.
As I have already mentioned, the New York State coronary surgery report employs particularly sophisticated risk-adjustment. It focuses on a single outcome: the observed mortality rate for hospitals and surgeons, measured as the fraction of patients who die during surgery or their subsequent hospital stay. Risk-adjusting this mortality rate is effective for two reasons: First, it is based on clinical data. The analysts who do the risk-adjusting thus have available data on risk factors that cardiac researchers believe to be most relevant. This contrasts to some other efforts at both the federal and state levels in the U.S. to rank hospitals in terms of risk-adjusted mortality rates based on administrative data, such as that collected as a byproduct of billings to insurance plans. Second, the approximately 20,000 patients per year who undergo this particular surgery allow for fairly precise estimation of the risk-adjustment model. 

The risk-adjusted mortality rates thus have strong validity – they are based on an important outcome, survival, and they adequately take account of the riskiness of the groups of patients treated by hospitals and individual surgeons. One might question, however, whether the risk-adjusted mortality rate is sufficiently comprehensive. In particular, patients care not only about their chances of survival, but also about the quality of life they will enjoy if they survive. Unfortunately, measuring quality of life is not practical in this context. If quality of life varies greatly among survivors in ways related to the quality of the surgery they received, then risk-adjusted mortality rate by itself would be a questionable performance measure. 

12.
Report cards must reach their audiences to have an impact. Simply publishing report cards may not be sufficient. Some states require school districts to mail school report cards to all parents. Newspapers and magazines that compile their own report cards naturally publish them with their readers in mind. They also often carry stories about the release of report cards compiled by government or private organizations. Increasingly, however, posting report cards on web pages has become a way of reaching potential audiences. Indeed, newspaper stories on the release of report cards, such as the New York State coronary report, usually provide a web address where readers can find the entire report.

Intended audiences must also be able to understand and interpret the information provided in report cards if they are to have a positive impact. This usually requires report card designers to provide guidelines for interpreting the information provided. For example, some advice about how to interpret numerical differences may be helpful, especially when they are based on statistical analysis with sampling error. 

Studies of consumer responses to report cards suggest that people generally want overall evaluations such as ranks or ratings as well as comparisons in terms of multiple outcomes. Interestingly, report cards produced by government agencies tend not to provide explicit rankings or strong evaluative summaries such as letter grades, while many privately produced report cards often do provide such summaries. Private report card producers may be less susceptible to pressure from organizations that believe they have not been fairly judged.

13.
Ultimately, report cards are successful if they induce organizations to improve the quality of their services. Although we suffer from all the usual problems of determining the appropriate counterfactual, the fact that mortality rates for coronary artery bypass graft surgery have fallen by 35 percent since 1989 in New York State is at least suggestive of some impact, especially as the mortality rate in New York State is currently the lowest reported rate for any U.S. state. 

Other evidence is consistent with this report card having had an effect. Researchers Dana Mukamel and Al Mushlin found that hospitals and surgeons with relatively low risk-adjusted mortality rates gained market share in the first few years after the report card was introduced. Some work I am currently doing in collaboration with these researchers suggests that managed care organizations are more likely to recruit surgeons who have lower risk-adjusted mortality rates into their panels. They also are more likely to recruit surgeons with sufficiently low risk-adjusted mortality rates to be identified in the report as statistical outliers. (I am sorry to report that having a sufficiently high risk-adjusted mortality rate to be identified as a statistical outlier does not appear to reduce the chances of being recruited into managed care panels.)

14.
More generally, how do we expect report cards to induce organizational responses, and what are those responses likely to be? As I have already noted, report cards enhance top-down accountability by informing overseers, who can affect the resources and prestige of organizational managers through changes in budgets or discretion. Report cards enhance bottom-up accountability by informing consumers, who can also effect the resources and prestige of organizational managers through changes in market shares or prices. In addition, report cards give managers information about their relative performance, and affect their professional reputations.

The extent to which managers can make changes in an effort to improve their report card standing depends on the rules and cultures of their organizations. Managers of private organizations may have greater flexibility than their public sector counterparts. Nevertheless, even the most constrained public managers are likely to have some opportunities for responding to report cards.

15.
Responses may be either functional or dysfunctional in terms of promoting better organizational performance. There are at least four types of functional responses.

First, managers can observe the practices of better performing organizations, borrowing those that appear superior. For example, in one of the early coronary surgery report cards, St. Peter’s Hospital in Albany was ranked 28 out of 31. The staff greatly reduced its mortality rate by adopting the procedure of using intra-aortic balloons to stabilize weak hearts as was discovered to be the standard practice in hospitals with better rankings.

Second, report cards may lead managers to reallocate resources to more valued uses. For example, some surgeons with high risk-adjusted mortality rates probably left practice earlier than they would otherwise have in the absence of public report cards. More generally, poorly performing private organizations my decide to abandon services in which they rank poorly. 

Third, report cards focus the attention of managers on aspects of service quality that need improvement. 

Fourth, report cards may enhance organizational missions.

These later two responses are illustrated by the University of Rochester’s hospital, which went from having an above average risk-adjusted mortality rate through 1996 to a below average rate in subsequent years. The chief of cardiac surgery led a three year effort, involving everyone involved with coronary surgery patients, in an effort to reduce the risk-adjusted mortality rate. In addition to hiring some new surgeons, the hospital completely reorganized its heart surgery program in response to recommendations made by a visiting team of nationally prominent surgeons.

16.
Such responses are the bright side of report cards. There is also a darker side of dysfunctional responses:

First, organizations that expect to do poorly may self-select themselves out of the report card if they can. Doing so is usually not possible when organizations are legally required to make information public or to provide it to a government agency. They may be able to avoid inclusion in privately produced report cards – we have observed some health maintenance organizations refusing to participate in report cards. Often, however, there are substantial costs for not participating. Colleges and universities in the U.S. risk losing enrollments if they are not listed in report cards produced by U.S. News & World Report and other firms that specialize in providing comparative information to prospective students. Of course, the flip side of self-selection is an incentive to private report card producers to soften harsh comparisons.

Second, organizations dealing with diverse clients may attempt to “skim the cream” by favoring clients who will help them achieve better report cards. This may have occurred in the early years of report cards on job training and placement programs mandated by the federal Job Training and Partnership Act of 1982. Early emphasis of the report card on placements of clients into jobs encouraged some local programs to focus on easy cases and shun the harder ones. 

Third, organizations may emphasize measured outcomes or outputs to the detriment of those not measured in the report card – recall the story about Soviet nail production. Such behavior is called “teaching to the test,” because teachers who will be evaluated on the basis of student performance on tests emphasize preparation for the test over the knowledge that the test is supposed to measure. Indeed, teaching to the test is often a response to school report cards. 

Fourth, organizations may cheat in order to improve their report cards. Sadly, there are quite a few examples from American education in recent year. Teachers have been caught giving students answers to tests or, in Kentucy where schools face strong financial incentive to do well on report cards, teachers have been know to rewrite students’ writing portfolios. Some teachers encourage the weakest students to stay home on the days state-wide tests are administered. There are even instances of cheating by universities – a few years ago Boston University reported the standardized quantitative scores, but not the standardized verbal scores, of its entering international students to U.S. News & World Report.

Finally, organizations that do poorly on report cards may divert effort toward attacking the report card rather than improving performance. For example, efforts by the Florida Agency for Health Care Administration to provide a report card on health maintenance organizations was challenged, and successfully blocked, for several years by an organization that showed poor performance.

17.
Assuming that a comparison between the functional and dysfunctional responses of organizations to report cards appears on net desirable, what role should government play in creating and producing report cards?

Government is most likely to have a necessary role in data gathering and verification. Although there are many examples of voluntary provision of data for report cards, especially where there are costs to organizations that are not included, report cards often cannot be constructed unless the government imposes mandatory reporting requirements on organizations. Governments may impose selective reporting requirements to encourage the inclusion of specific sorts of information in report cards. For example, Federal law requires colleges and universities to report statistics about crimes that occur on their campuses. 

Government is less likely to have a necessary role in data analysis and presentation. Often private report cards using publicly available data will be produced if there is a market demand for the information. If demand is weak, however, government may have to produce the report card or contract-out the task to a private firm. Overall, it appears that governments are slower to modify their report cards than are private organizations more attuned to the interests of report card audiences.

Government is least likely to have a role in the dissemination of report cards. Simply providing information about the availability of report cards to the mass media and giving people access to the report cards through web pages is likely to work quite well.  

18
Let me conclude with a few general observations on report cards as policy instruments.

First, well-designed organizational report cards can be useful policy instruments for improving the quality of many services. They can either supplement direct regulation or substitute for it. In any event, they often provide a way of increasing bottom-up accountability.

Second, as my discussion of dysfunctional responses to report cards should have made clear, poorly designed report cards can make things worse! It is important that what the report card measures be validly related to important dimensions of performance. Appropriately risk-adjusting poses a very substantial problem that is often quite difficult to address with available data. A good long-term strategy may be to attempt to increase data availability before attempting to introduce report cards.

Finally, design and assessment of report cards must be done on a case-by-case basis. It is important to balance the values of validity, comprehensiveness, comprehensibility, relevance, reasonableness, and functionality in designing report cards. It is also important to consider what governmental roles are most appropriate. 

Thank you for your patience.
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